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ABSTRACT

CubeSat is a pico satellite weighing one kilogram, measuring one liter in volume and is used primarily for 

university space research. Stringent weight and size limit processing, storage, communication and power capabilities 

of CubeSats. As a result, large size images obtained from imaging or remote sensing can neither be processed on 

CubeSats nor downloaded to ground station.  This constrains the use of CubeSats for missions like image processing 

or remote sensing. In this paper, we propose CubeSat MapReduce (CMR), a simple yet effective distributed 

programming model, for large scale distributed processing on CubeSat clusters to unlock these missions. 

CubeSat MapReduce does processing in two phases. In first phase, called Map phase, large files will be split 

into small chunks and processed individually on CubeSats in distributed fashion to produce intermediate solutions. 

Once all the individual blocks are processed, master node collects them and stitches them into final solution during 

what is called Reduce phase. Cubesat MapReduce takes care of partitioning the large files into small blocks, 

distributing the individual blocks to slave nodes, scheduling map jobs across slave machines and handles failure of 

CubeSats. For simulating CubeSat MapReduce, we created CubeNet software simulator in Python programming 

language. Our simulation results show that CubeSat MapReduce can speed up the processing of large images by a 

factor of about the size of Cluster with minimal overhead in a fault tolerant way.

1. INTRODUCTION

A CubeSat is a pico satellite with dimensions of 10x10x10 cm^3, volume of one litre, and weighs less 

than one kilogram. CubeSats are built from commercial off-the-shelf components and are launched into low 

earth orbits (LEO) using Poly-PicoSatellite Orbital Deployer (P-POD). Stringent weight, power and geometry 

constraints severely limit processing, storage and communication capabilities of individual CubeSats. Owing to 

these constraints, a typical CubeSat has about 10 MIPS at 10 MHz processing capability, 128 KB RAM, 1 GB 

flash memory and CubeSat to ground station data rate of 9.8 kbps [1][2]. Given the low data speed and high cost 



of communications, large image files cannot be sent to ground station. One possible way is to process them on 

CubeSats directly and extract useful information and send it ground station. This is especially true for interplanetary 

missions, where CubeSats are far off in space and the cost of communication with base station is very high. For 

emerging missions like remote sensing, communication bottleneck poses a bigger threat as the connectivity with 

ground station will be very limited, intermittent and comes at a very high price.

CubeSats typically use 8-bit or 16-bit microcontrollers like Microchip MSP430F1612, MSP430F1611, Atmel 

ATXMega128A1, Microchip dsPIC33FJ256GP710 digital signal controller etc ., As a result, processing power of 

CubeSats is not sufficient for heavy processing based applications like image processing or remote sensing. Lack 

of active cooling further restricts the clock speed at which processor can be clocked. As a result heavy processor 

intensive tasks like image processing algorithms like Sobel, Laplacian, and Canny cannot be performed. Distributed 

Computing offers a solution to this problem.

We surveyed distributed computing techniques COBRA, Web services, RPC, RMI etc ., that are used for 

distributed processing on computing machines. But none of them are suitable for large scale distributed processing 

on Cubesat clusters due to power constrained environment, high cost of communication cost and complexity. 

Currently there are no processing frameworks for CubeSat clusters in a distributed fashion. MapReduce distributed 

processing paradigm proposed by Google suits well for distributed processing on CubeSat clusters.

This paper proposes CubeSat MapReduce(CMR), using which processing resources can be pooled among 

CubeSats in a cluster to speedup missions that require processing of images and remote sensing data required by 

emerging CubeSat applications. In this paper, we present an overview of distributed satellite systems, architecture 

of CubeSat clusters, design of CubeSat MapReduce and simulation results showing the speedup achieved using 

CubeSat MapReduce.

2. DISTRIBUTED SATELLITE SYSTEMS

A distributed system is a collection of independent components that work together to perform a desired task 

and appears to end user as a single coherent system. Examples of distributed Systems include World Wide Web 

(WWW), Wireless Sensor Networks, Clusters, Network of Workstations or Embedded Systems, Cell processor 

etc ., These distributed systems are fueled by availability of powerful and low cost microprocessors and high speed 

communication technologies like Local Area Network (LAN). As the price to performance ratio of microprocessors 

drop and speed of communication networks increase, distributed computing systems have much better price-



performance ratio than a single large centralized system.

There is shift of paradigm in space industry from monolithic one-of-a-kind, large instrument spacecraft to 

small and cheap spacecraft.  Space industry is moving towards "faster, cheaper, better" CubeSats which offer to 

accomplish more in less time, with less money. As more and more CubeSats are launched , it is becoming apparent 

that some space research needs are better met by a group of small satellites, rather than by a single large satellite. 

This is akin to the paradigm shift that happened in the computer industry: shift of focus from large, expensive 

mainframes to using smaller, cheaper, more adaptable sets of distributed computers for solving challenging 

problems. Here is a brief overview of advantages and disadvantages of Distributed Satellite Systems [3][4].

2.1.     Advantages of Distributed Satellite Systems compared to Monolithic Satellite Systems

2.1.1.  Better Price To Performance Ratio

With Moore's law pushing the computational power to double every two years, advances in modern VLSI 

technology creating integrated circuits with lower power and smaller in size,  competition in chip manufacturing 

industry decreasing the price of microprocessors and subsystems like RelNAV enabling high speed satellite 

communication networks, distributed satellite systems potentially have a much better price to performance ratio than 

a single large monolithic satellite[4].

2.1.2.  Shorter Response Times

Large satellites are typically launched in to GEO or HEO orbit which are 36000 km or 50000 km. As a result 

of the long distance between earth and satellite, signal propagation delay is about 200 ms and round trip time (RTT) 

approximates to about 400 ms. For many applications like real time voice or real time missile tracking 400 ms can 

mean death for Quality of Service. Voice based applications cannot tolerate more than 150 ms of delay. Cubesats 

are launched into LEO which is about 600 - 800 km from earth. As a result the RTT time for the signal reduces to 

about 100 ms, which means much better quality of service for applications like real time tracking, voice etc ., when 

compared to that of RTT for GEO or HEO satellite.

2.1.3.  Inherently Distributed Applications

Some applications, like weather monitoring, ship tacking etc ., are inherently distributed in nature and are 

better served by  distributed system than a centralized system. Such distributed applications can be better served 

by distributed system consisting of many components rather than single large satellite, resulting in the need for 

distributed computing systems. 



2.1.4.  Resource Sharing

Monolithic satellite architecture requires that each satellite must have all the sensing, processing, storage and 

communication peripherals, resulting in higher cost. Distributed satellite systems can share resources like sensing, 

memory, processing and communications, as well as information. This potentially means distributed satellite 

systems can be more cost-effective compared to monolithic satellite systems.

2.1.5.  Higher Reliability

The multiplicity of sensors, storage devices , processors and communication devices means there is no single 

point of failure. Critical information can be duplicated and multiplicity of storage, processing and communication 

devices means system will work fine even if some of them  components fail. As a result, a distributed satellite 

system has more tolerance against errors and component failures in a system and thus is more reliable. For same 

reasons, distributed satellite systems are more resistant to any physical or denial of service attacks. 

2.1.6.  Higher Availability

If some components, memory or processor or communication system of a satellite or a whole satellite of a 

distributed satellite system fails, rest of the system still works at a proportionately reduced efficiency. Whereas if 

a component fails in a centralized satellite system, the whole system breaks down. As a result distributed satellite 

systems have better availability than centralized satellite systems.

2.1.7.  Incremental Growth

Distributed Satellite Systems enjoy the advantage of incremental growth. It is easy to gradually increase the 

functionality of a distributed satellite system by simply adding more satellites as and when need arises. Incremental 

growth can be very advantageous for the systems whose future demands can not be predicted reliable.

2.1.8.  Scalability

Centralized satellite systems scale by means of vertical scaling, where a more powerful satellite is employed 

to serve more needs. As monolithic satellite systems grow with in size, they tend to become unmanageably costly 

and thus are not scalable. On other hand distributed system systems rely on what is called horizontal scaling, where 

one employs more satellites to serve more needs. As a result, distributed satellite systems can scale better than 

centralized satellite systems.

2.2.    Disadvantages of Distributed Systems

1. Complexity: Distributed satellite systems are more complex and difficult to build than monolithic 



satellite systems. Several challenges like orbit planning, resource management, communication and data 

management, security needs to be handled properly [5].

2. Software: There is very little of no support for distributed data storage, processing or communications for 

distributed satellite systems. Existing applications must be ported to distributed satellite systems to take 

advantage of distributed resources.

3. Network: A reliable distributed satellite system needs a very fast and low power network for data and 

control information exchange. A saturated network may offer range of problems like message loss, 

overloading and which can result in several other problems.

4. Security: Distributed systems store data at several places. It provides more access points for critical 

information, as a result, they will have inherent security issue. Additional security measures needs to be 

taken to safeguard data and systems.

5. Troubleshooting: Finding out problems in distributed satellite systems and troubleshooting them is not as 

trivial as centralized systems. It requires detailed analysis of each satellite and the communication between 

them.

2.3.    Classification of distributed Satellite Systems:

Constellation, Formation Flying and Swarm / Cluster are three different types of distributed satellite systems. 

Here is a short description about them:

1. Constellation: A group of satellites in similar orbits with coordinated ground coverage complementing each 

other, is called a Constellation. They don’t have on-board control of their their relative positions and are 

controlled separately from ground control stations. Examples: Iridium, Teledesic etc .,  

2. Flying Formation: A group of satellites with coordinated motion control, based on their relative positions, 

to preserve the topology is called a Flying Formation. Their position is controlled by on-board closed-loop 

mechanism. Satellites of a flying formation work together to perform the function of a single, large, virtual 

instrument. Examples:  TICS, F6 and Orbital Express.

3. Cluster or Swarm: A group of satellites, without fixed absolute or relative positions, working together to 

achieve a joint goal is called a Cluster or Swarm. More about a cluster in following section.

Of these classes, CubeSat clusters offer a very promising approach to solve several challenging problems. CubeSat 

Cluster Architecture and software stack are explained in more details in section below.



3. CUBESAT CLUSTERS

A CubeSat cluster is a group of CubeSats, without fixed absolute or relative positions,  working together to 

achieve a joint goal. Typical CubeSat cluster consists of a single master, 2 or 3 shadow masters and multiple slave 

nodes. Master and shadow masters are situated at the center of the cluster. Inter CubeSat distance is about 4 - 10 

kilometers. Slaves are typical 1U CubeSats whereas master and shadow masters are 2U or 3U CubeSat with better 

processing, sensing , storage and communication capabilities.

 

Figure 1: CubeSat Cluster

3.1.    Master node performs several jobs which are explained below:

1. Sensor nodes: Master node and shadow masters are equipped with better processing, storage, 

communication and sensing hardware. As a result they play the role of sensors for clusters.

2. Command center for CubeSats: Master is the primary center for receiving commands from ground station 

and issuing commands to the CubeSats in the cluster.

3. Metadata storer: Master node keeps track of all the metadata related to the mission including the list of 

participating nodes, their resource capabilities, map jobs, resource jobs, their status, etc .,

4. Resource tracker and job scheduler: Master node keeps track of all the resource available in the cluster, 

their state and tracks available resources on each node. It is also responsible for taking job scheduling 



decisions like which job needs to be scheduled on which node and when. 

If a master encounters an error, a shadow master plays the role of master. Role of slave is limited to executing 

the map jobs assigned to it by the master.

3.2.    Cluster Networking

CubeSats are connected to each other through a high speed and low power backbone network. High gain 

directed antennas like patch are used for inter cluster communication. RelNav demonstrated a CubeSat subsystem 

that will enable a flock of satellites to operate as a coordinated cluster with ability for coherent sensing. It provides 

following services for coordinated space flight:

1. 10 Mbps inter-satellite communication link for data exchange between CubeSats.

2. Relative position and orientation for formation flight.

3. Cluster synchronization and timing for coordinated operations and coherent measurements.

3.3.    CubeSat to Earth Communication

CubeSat geometry prohibits use of complex antennas. As a result, CubeSats are connected to ground stations 

through simple antennas like monopole or dipole. Coupled with tight power constraints and distances of order 600 

- 800 KM, this resulted in low speed links to connect to Ground Station. Typical CubeSat to ground station speed is 

about 9.8 kbps and operates using about 500 mW of power.

 



Figure 2: CubeSat Cluster

The four modules of CubeSat Cluster are:

1. Master node,

2. Slave nodes,

3. Ground Stations,

4. Central Server.

CubeSats are connected to each other through reliable, directional, low power and high speed links which 

are indicated by using solid lines. Connections between CubeSats and ground stations, depicted using dashed lines 

are high power, are low speed and unreliable links. Each CubeSat is connected to a ground station and all ground 

stations are connected to a central server that issues commands and plays the role of data repository for the system. 

4. DISTRIBUTED COMPUTING

Distributed computing is a form of computation where processing is performed simultaneously on many 

nodes. The key principle behind distributed computing is that most of the large problems can be divided into smaller 

problems, which can be solved concurrently. Cheap computing nodes are connected using high speed backbone 

network to form a cluster to execute the smaller problems. Here is a brief description of most prevalent distributed 

computing techniques:

4.1.   Distributed Objects

This technique involves distributed objects communicating via messages. COBRA, JAVA RMI, IBM 

Websphere MQ, Apple's NSProxy, Gnustep, Microsoft's DCOM and .Net are well known examples of this model. 

Owing to its platform independence and interoperable nature, CORBA programs can work together regardless the 

programming languages used. Because of the optimization of transmission format, its architecture is very efficient. 

Java RMI (Remote Method Invocation), IBM Websphere MQ, Apple's NSProxy class cluster, Microsoft's DCOM 

and .Net are similar proprietary technologies that allow remote and distributed objects, but they are not independent 

of the programming language and not quite versatile.

4.2.     Web Services

Web services is the way through which web based applications operate via the HTTP protocol. Web services 

employs following elements:

● SOAP (Simple Object Access Protocol): SOAP is a XML (Extensible Markup Language) based protocol 



standard for exchanging structured information by the web services.

● JSON ( JavaScript Object Notation): JSON is a lightweight alternative for XML to exchange data between 

web services in human readable format.

● WSDL (Web Services Description Language): WSDL provides a machine readable description of a web 

service.

● UDDI (Universal Description, Discovery and Integration): UDDI is a web service description tool. 

4.3.    Message Passing Interface

Message-passing middleware: MPI, OpenMP and PVM are the prevalent technologies in this category. They 

are used in massively parallel applications and supercomputing when data needs to be distributed and communicated 

efficiently. 

4.4.    Sockets

Sockets is a popular option client server based architectures like mail servers, web servers etc. which are based 

on TCP/IP sockets. Their availability on any system equipped with TCP/IP stack makes it an attractive option. 

Traffic can easily be re-routed to different ports using SSH/SSL-style VPN connections. 

4.5.    MapReduce

MapReduce: MapReduce is the recent development in the field of distributed computing. Introduced by Google in 

2004, simplicity in design, fault tolerance and ease of implementation makes it an attractive candidate for large scale 

distributed processing.

We studied in detail about the advantages and disadvantages of the above mentioned distributed computing 

techniques. But none of them account for salient and unique features of cubesat and cubesat clusters like power, 

memory and communications constraints, wireless communication, non-zero variable communication cost, need for 

tight locality optimization, etc ., MapReduce satisfies most of the features that we require. based on MapReduce, we 

designed CubeSat MapReduce to serve the needs of cubesat community and simulated it using CubeNet framework. 

5. MAPREDUCE

MapReduce is a distributed programming model introduced by Google for processing and generating 

large data sets. Map and Reduce primitives from functional languages like Lisp form the basis for MapReduce. 

MapReduce framework splits the big problem into subproblems, distributes the subproblems to nodes in Cluster for 

processing. Map primitive for takes function (map function) and processes the subproblem given to it and generates 



a subsolution. All the subsolutions are forwarded to one or more Reduce nodes, which stitch the subsolutions to 

form the original solution using the Reduce function. Here is a diagram showing how MapReduce works.

Figure 3: MapReduce general overview

MapReduce is a distributed computing model  for processing large amounts of data in-parallel on large 

clusters. It is a based on the map and reduce primitives of functional languages like Lisp and was made popular 

by Google. MapReduce programs are highly parallelizable and thus can be used for large scale data processing 

by employing large cluster of computing nodes. Google uses MapReduce to process many terabytes of data on 

large cluster containing thousands of cheap computing machines. MapReduce performs large scale distributed 

computation while hiding the details of parallelization, data distribution, synchronization, locking, load balancing 

and fault tolerance [6][7].

Master node orchestrates CubeSat MapReduce. It splits the input data into large number fixed size blocks 

called chunks and distributes them to the slave nodes in the cluster. Map jobs, running on the slave nodes in cluster, 

processes the data blocks given to them to produce intermediate results. As and when slave nodes finish jobs, new 

jobs are assigned. Once all the chunks are processed, master gathers all these intermediary results and stitches 

them results to obtain the final solution. Master node is responsible for scheduling map tasks, monitoring them, 

re-executes the failed tasks and manages required inter-machine communication. The slaves execute the tasks as 

directed by the master.



6. MAPREDUCE EXECUTION

6.1.    Simulation Environment

Simulation was performed using a cluster containing 24 slaves and one master. We used RelNAV 

specifications for inter cluster communications. Simulation network was written in Python. Each CubeSat is a 

typical 1 U cubesat with 10 MIPS at 10 MHz processing capability, 128 KB RAM, 1 GB flash memory and CubeSat 

to ground station data rate of 9.8 kbps. Master is a 3 U CubeSat and has 3 times more resource than that of a slave 

CubeSat.

The figure below shows the flow of data and commands of a typical MapReduce execution. When a ground 

station issues a command to master, typically an acquire an image, process it and downlink the result, the following 

actions occur in the sequence noted.

 

Figure 4: Implementation of MapReduce on CubeSat Cluster   

Description of the events that occur during a typical MapReduce operation:



1. Command: Ground station issues command (ex: take image of a particular area and process it ) to 
master CubeSat.

2. Sensing: Master node does the sensing (takes the image of the specified location or remote senses).
3. File distribution: Master splits the file (typically image or remote sensing data) divides the image into M 

fixed size blocks each about 64 kilobytes to 256 kilobytes and distributes the slaves, each one piece and the 
map function. Master then commands the slave machines to process the pieces given to them using the map 
function.

4. Map phase: Slave node processes the chunk assigned to it using the map function and returns the result to 
the master indicating the completion of processing of the chunk assigned to it.

5. Remote read: Master stores the intermediary result and then assigns a new chunk to the slave node. 
This procedure continues until all the chunks are processed.

6. Reduce: Once the map jobs are finished and all the intermediary solutions are collected, master node 
reduces them to final solution.

7. Downlinking: Once the final solution is obtained, master downlinks the solution to the ground station 
finishing the mission.  

6.2.    Master Data Structures

The master node keeps track of all the slaves, their resource capabilities, map jobs which includes map job id, 

assigned slave id, state of the task (idle, in-progress, or completed),  and the generated sub-solutions.

7. FAULT TOLERANCE, FAILURES, GRANULARITY, LOAD BALANCING AND TAIL EFFECT

7.1.    Fault Tolerance

CubeSat MapReduce is designed to be tolerant to temporary and permanent CubeSat failures and its 

performance degrades gracefully with component, machine or link failures. Failures are treated as norm rather than 

an exception. A CubeSat cluster can contain up to about a hundred CubeSats and are interconnected with roughly 

same number of high speed wireless links. Because of large number of components and harsh space environment, 

some CubeSats or wireless links may face intermittently problems and are not and some may under fatal errors from 

which they cannot recover unless hardreset by ground station. Source of the problem can be in application, operating 

system, memory,  connectors or networking. These failures can result in an unavailable system or, worse, corrupted 

data. Below we discuss how handle these errors when they come up.

7.2.    Master Failure

Master stores meta data, which consists of mapping between the map and reduce jobs to worker nodes and the 

state of map and reduce jobs. In order to avoid mission failure in case of failure of a master node, metadata is written 

to nonvolatile memory and the same is communicated to the two shadow masters nodes. If the master reboots 

because of a temporary failure, a new copy will be started from the last known state. If the master cannot recover 

from error, shadow master takes over the cluster. In case of failure of master, slaves will ping the master and shadow 

masters periodically until a new master assumes the leader role for cluster.



7.3.    Slave Failure

Using heartbeat mechanism, master pings every worker periodically to check to their state.  If a worker reports 

any error or does not respond to the masters ping, after a certain amount of time, master marks the slave as failed. 

Any map or reduce tasks assigned to the slave are reset back to their initial idle state, and therefore become eligible 

for scheduling on other slaves. CubeSat MapReduce is resilient to slave failures. 

7.4.    Task Granularity And Load Balancing:

By splitting the data into large number of pieces, task granularity will be improved. Cubesats with faster 

processor or special hardware like FPGA etc ., can process order or magnitude large number of map tasks than a 

typical CubeSat equipped with standard hardware. Fine task granularity will ensure better load balancing, especially 

for small tasks. However, with increase in number of tasks the cost of metadata and meta operations increase, 

leading to decrease in the system performance. So, we typically select chunk size such that the ratio of number of 

map jobs to number of slave machines is about 100 with a lower limit on chunk size to 64 Kb.

7.5.    Tail Effect And Backup Jobs

Some nodes takes unusually long time to process a chunk. There can be several reasons for this like a bad disk, 

cache failures, scheduling of intensive background tasks,  etc ., To mitigate the risk of slowdown of processing by 

these slow nodes, CubeSat MapReduce uses backup jobs. When a MapReduce job is close to completion, master 

node schedules backup map jobs for the remaining in-progress chunks. The map job is marked as finished whenever 

either the primary or the backup slave finishes it. Backup jobs take about 5% more bandwidth resources and speed 

up the total processing time by roughly about 30%.

8. SIMULATIONS

For simulating CubeSat MapReduce, we developed CubeSat Network (CubeNet) framework using Python 

programming language. We simulated CubeSat MapReduce with a CubeSat cluster of 25 nodes consisting of one 

master and 24 slaves. Each CubeSat has a processing, storage and communication capabilities of 10 MIPS @ 10 

MHz, 128 Kb RAM, 1 Gb non-volatile memory, 10 Mbps inter-cluster communication link and 9.6 kbps ground 

station data rate.

Our simulations indicate that Cubesat MapReduce, with cluster sizes in range of 5 - 25 CubeSats, can process 

images and videos at about 4 - 22 times faster than an individual CubeSat with almost negligible memory overhead 

(< 0.01%) for storing meta data. These results indicate that CMR can speedup missions like image and video 



processing by factor of cluster size. Here are detailed simulations results.

8.1.    Speedup And Efficiency vs Cluster Size

We studied how speedup and efficiency varies with cluster size. Below is the table showing the variation of 

speedup and efficiency with cluster size for processing large files (> 64 Mb).

 

 

 

Table 1.  Speedup And Efficiency vs Cluster Size

Cluster Size Max speedup Observed speedup Efficiency (%)

5 4 3.76 94

10 9 8.42 93.5

15 14 12.9 92

20 19 17.25 90.80

25 24 21.66 90.25

 

Inter-cluster communication, map job failures due to component or link or slave failures limit the efficiency of 

MapReduce to about 90% of theoretical limit.

Table 2. File size vs processing time for cluster of size 25

Sr. No. File size Processing time

1 16 Mb 1 min 9 secs

2 32 Mb 2 min 15 secs

3 64 Mb 4 min 26 secs



4 128 Mb 9 min 10 secs

5 256 Mb 16 mins 8 secs

 

 

 

 

Metadata

Table 3. Variation of metadata with variation in file size.

Sr. No. File Size Metadata

1 100 Mb 7.5 kb

2 200 Mb 14.5 kb

3 500 Mb 35.31 kb

4 1 Gb 68.75 kb

5 2 Gb 135 kb

6 5 Gb 330 kb

 

The metadata has a fixed overhead and a variable overhead. Fixed overhead involves the information about 

cluster like master and slave ids and route information. Variable information includes map and reduce job ids 

and their states (CubeSat assigned, downloaded, downloading, yet to be downloaded). metadata overhead is very 

minimal (< 0.01 %) for file sizes in ranges of 100 Mb - 5 Gb and the amount of metadata increases linearly with the 

file size (number of chunks).

9. CONCLUSION

CubeSat MapReduce is a very simple yet effective distributed processing framework for large scale data 



processing on CubeSat clusters. It treats component and system failures as common rather than expectation and is 

optimized for processing satellite images which are huge by nature. Our system provides fault tolerance by constant 

monitoring, replicating crucial data, and fast and automatic recovery. Simplified design and minimal metadata 

operations result in very low overhead. Single master simplifies design, with backup masters and redundant 

execution to recover from failures this design is fault tolerant. Optimal chunk size balances between amount of 

metadata, metadata operations and processing is load by taking multi core processors, FPGA nodes, and faster 

nodes. 

We simulated CubeSat MapReduce using CubeNet, a Python CubeSat network simulator. Our simulation 

results indicate that Cubesat MapReduce, with cluster sizes in range of 5 - 25 CubeSats, enables 4 - 22 times faster 

(compared to a single CubeSat) processing of images and videos. All this speed is achieved by consuming only 

about 30% more power for inter-cluster communication and almost negligible memory overhead (< 0.1%) to store 

metadata. This can potentially speed up CubeSat missions requiring image and video processing and remote sensing 

by factor of 20x. 

10. FUTURE WORK

Future work will include work on CubeSat Distributed File System storing large amounts of data on CubeSat 

clusters and CubeSat Distributed Communications Framework for and doing large scale data downlinking / 

uplinking on CubeSat clusters.
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